
Article 3.1 

The Statistical Problems 

As already highlighted in 2.2, there are two main problems in the formulation of a statistical model 
for handicaps.   If we start with the basic variables, that is, the key boat measurements that are 
easily found in literature, we find, not unexpectedly, that the degree of correlation is high.  It is fairly 
obvious that, in broad terms, as length of boat increases, so does weight, sail area and, to some 
extent, draft. 

The following correlation matrix illustrates, using a set of 96 different fin keel boats with waterline 
length in the range 5.49m to 11.69m and draft in the range 1.22m to 2.40m.  This reasonably 
represents boats that are typically found in club fleets.  The fundamental problem with correlation is 
that it makes separating the influence of one variable versus another quite difficult.   

 d LWL B D 

LWL 0.805    

B 0.645 0.839   

D 0.640 0.876 0.883  

SA 0.833 0.905 0.818 0.827 

 

This problem is not unusual, particularly in regression modelling in the social sciences.  A common 
approach is to use principal components analysis (PCA) which is a technique for finding independent 
linear combinations of subsets of the random variables.  These independent sub-combinations then 
become new explanatory variables in the main regression model.   This method does not solve the 
problem in the sailing handicap modelling described here, because the set of basic variables is too 
small and the real key is finding functions of these basic variables that have a strong relationship 

with boat performance, e.g. 1/3

SA
D

referred to in 2.3.   

The existence of a ‘dominant’ term in the models found is a good start, and in general statistical 
terms, a higher than 90% fit would be considered satisfactory.  However, the demands of sailing 
handicap models are very high, and this is one of the reasons that formula approaches have been 
difficult and constantly subject to updating.  In say, a 2 hour race, a 1% variation in handicap number 
could represent 60 - 90 seconds.  This potentially makes a real difference to the outcome, and as the 
variation in handicap increases, so too the difference in outcome.   

This pursuit of a very high degree of fit runs the risk of including in the model variables that 
contribute very little to the estimated handicap, and worse, are so volatile that their influence could 
be counter-intuitive.  This is what statisticians call over-fitting. 

In principle, expanding the dataset on which the model is based should make for a better model.  
What is inclined to happen here is that the model improves in the sense of being more robust, more 



variables play a productive role in the model, but the standard error does not necessarily reduce 
significantly.  

Least squares estimation of the regression coefficients, {ai}, is the most appropriate.  We start with a 
long list of possible variables (see 2.4) and look for a compact and efficient model to surface that 
uses the best subset of variables.   It is tempting to use stepwise regression in order to derive the 
optimum form, but as pointed out by Draper & Smith (Applied Regression Analysis, Wiley, 1998), the 
multicollinearity may result in equally useful alternative variable combinations not being seen.  

 

The underlying relationships between some of the variables mean that several models may be fairly 
similar in performance.  This can readily be seen via, for example, Minitab’s built-in ‘best subsets’ 
routine.  Indication of fit is given via R2 and  Mallow’s Cp statistic (Draper & Smith). It is important to 
note that Cp is dependent on the size of the set of predictors from which the subsets are drawn.  The 
Cp statistic is a variation on the Akaike Information Criterion (AIC), and whilst there is the suggestion 
that AIC and Cp have a tendency to over-fit, they are useful in reducing the number of models under 
consideration.  Having arrived at a small number of “good” models, they can be examined for best 
suitability under a range of other criteria, see e.g. Neter et al (Applied Statistical Linear Models, 
Irwin, 1996) .    

 

Using a 'best subsets' routine is the more efficient, but the process will not work if there are highly 
correlated variables in the choice of variables being considered.  Homing in on the best model within 
a given search area is an iterative process.  Frequently here, two or three models may emerge as 
‘optimum’.  It can be illuminating to see how each model performs in relation to predicting the 
handicap ratings of boats not in the model dataset.  The best choice statistically may not be the 
intuitive choice.  It may also be that taking the average of two similarly performing models 
‘smoothes’ the prediction process.  

 


